
Stan Posey, HPC Program Manager, ESM and CFD, NVIDIA, Santa Clara, CA, USA 

Carl Ponder, PhD, Applications Software Engineer, NVIDIA, Austin, TX, USA 

GPU Developments for the WRF Model 



2  

TOPICS OF 

DISCUSSION 

ÅGPU INTRODUCTION 

 

ÅWRF CUDA PROGRESS 

 

ÅWRF OPENACC PROGRESS 

 

ÅWRF GPU DIRECTIONS 



3  

NVIDIA GPU: Introduction and Hardware Features  

Unif ied Memory

CPU

Tesla 
P100

GPU Introduction  

1x  

PCIe  or  
NVLink  

 

Å Co-processor to the CPU  

Å Threaded Parallel (SIMT)  

Å CPUs: x86 | Power | ARM  

Å HPC Motivation:  

o Performance  

o Efficiency  

o Cost Savings 

ORNL Titan 
#3 Top500.org  

18,688 GPUs 

 

 

 

3x ï 10x  



4  

GPU Feature Tesla P100 Tesla K80 Tesla K40 
Stream Processors 3584 2 x 2496 2880 

Core Clock 1328MHz 562MHz 745MHz 

Boost Clock(s) 1480MHz 875MHz 810MHz, 875MHz 

Memory Clock  1.4Gbps HBM2 5Gbps GDDR5 6Gbps GDDR5 

Memory Bus Width  4096-bit  2 x 384-bit  384-bit  

Memory Bandwidth  720GB/sec 2 x 240GB/sec 288GB/sec 

VRAM 16GB 2 x 12GB 12GB 

Half Precision  21.2 TFLOPS 8.74 TFLOPS 4.29 TFLOPS 

Single Precision  10.6 TFLOPS 8.74 TFLOPS 4.29 TFLOPS 

Double Precision  5.3 TFLOPS 

(1/2 rate)  

2.91 TFLOPS 

(1/3 rate)  

1.43 TFLOPS 

(1/3 rate)  

GPU GP100 (610mm2) GK210 GK110B 

Transistor Count  15.3B 2 x 7.1B(?) 7.1B 

Power Rating  300W 300W 235W 

Cooling N/A Passive Active/Passive 

Manufacturing Process  TSMC 16nm FinFET TSMC 28nm TSMC 28nm 

Architecture  Pascal Kepler Kepler 

NVIDIA GPU: Introduction and Hardware Features  

Current GPUs Since 2014  Next GPU  
(Q4 2016)  

Unif ied Memory

CPU

Tesla 
P100

 

Å Co-processor to the CPU  

Å Threaded Parallel (SIMT)  

Å CPUs: x86 | Power | ARM  

Å HPC Motivation:  

o Performance  

o Efficiency  

o Cost Savings 

GPU Introduction  

1x  3x ï 10x  

PCIe  or  
NVLink  

2.5x  

3.7x  
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Applications 

GPU 

Libraries 

Programming  

in CUDA 

OpenACC 

Directives 

Provides Fast 

òDrop-Inó 

Acceleration  

GPU-acceleration in  

Standard Language 

(Fortran, C, C++) 

Maximum Flexibility  

with GPU Architecture  

and Software Features 

Programming Strategies for GPU Acceleration  

NOTE: Many application developments include a combination of these strategies  

Increasing Development Effort  
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Organization  Location   Model    GPU Approach      

ORNL, SNL, NCAR       US      ACME-Atmosphere  OpenACC (migration from CUDA -F) 

NCAR        US      CAM-SE   OpenACC (migration from CUDA -F)   

NCAR        US      MPAS-A   OpenACC      

NOAA GFDL       US      FV3/ HiRAM   OpenACC        

NASA GSFC       US      GEOS-5   OpenACC (migration from CUDA -F)      

US Naval Res Lab       US      NUMA/NEPTUNE  DSL ï dycore     

ECMWF        UK      IFS ( Arpege )   Libs + OpenACC        

MetOffice  , STFC      UK     UM/ GungHo   OpenACC        

DWD, MPI -M,CSCS      DE, CH ICON    DSL ï dycore , OpenACC ï physics    

JAMSTEC, UT, RIKEN    JP      NICAM    OpenACC       

 

NCAR; SSEC       US      WRF-ARW  ( i) OpenACC, (ii) CUDA       

CSCS, MCH       CH      COSMO   DSL ï dycore , OpenACC ï physics      

Bull          FR      HARMONIE   OpenACC        

TiTech         JP      ASUCA    Hybrid -Fortran      

GPU Developments for Atmospheric Models  

Global 
 
 

Regional 
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SENA ð NOAA funding for accelerator development of WRF, NGGPS (FV3 or MPAS), GFDL climate , NMMB 

 

ESCAPE ð ECMWF-led EUC Horizon 2020 funded program for IFS; NVIDIA 1 of 11 funded partners 

 

ACME ð US DOE funding for accelerator -based climate model ACME: CAM-SE, MPAS-O, CICE, CLM, others 

 

AIMES ð Gov funding from DE, FR, and JP for HPC (and GPU) developments of ICON, DYNAMICO, NICAM 

 

SIParCS ð NCAR academia funding for HPC (and GPU) developments of CESM, DART, Fields , others 

 

AOLI ð US DoD funding for accelerator development of operational models HYCOM, NUMA, CICE, RRTMG 

 

GridTools  ð Swiss gov funding for MCH/CSCS/ETH for accelerator -based DSL in COSMO, ICON, others  

 
 

 
 
 

 
 

 

GPU Funded-Development Increasing for ESM  

NOTE:  Follow each program LINK for details; Programs listed from top-down in rough order of newest to oldest start date 

HPC Programs with Funding Specifically Targeted for Dt¦ 5ŜǾŜƭƻǇƳŜƴǘ ƻŦ LƳǇƻǊǘŀƴǘ 9{aΩǎ 

https://hpcuserforum.com/presentations/colorado-sept2015/NOAA-Hart.pdf
http://www.ecmwf.int/en/research/projects/escape
http://climatemodeling.science.energy.gov/projects/accelerated-climate-modeling-energy
https://wr.informatik.uni-hamburg.de/research/projects/aimes/start
https://www2.cisl.ucar.edu/siparcs2015/presentations
http://coaps.fsu.edu/aoli/projects
http://www.pasc-ch.org/projects/projects/grid-tools/
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Independent development projects of CUDA and OpenACC 

 

 

       I.  CUDA through collaboration with UW-M SSEC www.ssec.wisc.edu  

SSEC lead Dr. Bormin Huang, NVIDIA CUDA Fellow: research.nvidia.com/users/bormin-huang    

Objective: GPU-based WRF for commercial release by TQI software vendor 

 

 II. OpenACC directives through collaboration with NCAR MMM 

Objective: Development of open Fortran version for NCAR distribution 
  
 

      III. Tri-Hybrid Project: CPU + CUDA + OpenACC in collaboration with SSEC 

Objective: Combine I. and II. developments for a tri-hybrid demonstration 

\  

GPU Development for the WRF Model  
http://www.wrf-model.org/  

http://www.ssec.wisc.edu/
http://research.nvidia.com/users/bormin-huang
http://research.nvidia.com/users/bormin-huang
http://research.nvidia.com/users/bormin-huang
http://www.wrf-model.org/
http://www.wrf-model.org/
http://www.wrf-model.org/
http://www.wrf-model.org/
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WRF CUDA 

PROGRESS 

+ 

+ 
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Benchmark capability of  hybrid CPU + CUDA WRF 3.6.1 since 2H 2015 

 

SSEC ported 20+ modules to CUDA across 5 physics types in WRF: 
Cloud MP = 11 schemes; Radiation = 4; Surface Layer = 3; PBL = 1; Cumulus = 1 

 
Project integrates CUDA modules into full model WRF 3.6.1 

Priority for modules that are most common across select target namelists 

Objective: speedups measured on individual modules within full model run 

 (NOTE: Full model speed-up possible when all modules on GPU and data transfer is minimized) 

 
 

 

Target modules achieve published GPU performance within full WRF model run 
Customer-provided namelists for performance studies underway 

TQI/SSEC plans for all modules in CUDA towards commercial WRF model on GPUs 
Focus on additional physics modules, and WRF-ARW dycore development 

 

Project Status (I): NVIDIA -SSEC CUDA WRF 

Project Success  
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Kessler MP  70x / 816x  J. Comp. & GeoSci., 52, 292-299, 2012 

Purdue-Lin MP 156x / 692x     SPIE: doi:10.1117/12.901825 

WSM 3-class MP 150x  / 331x  

WSM 5-class MP 202x / 350x  JSTARS, 5, 1256-1265, 2012 

Eta MP   37x / 272x  SPIE: doi:10.1117/12.976908 

WSM 6-class MP  165x  / 216x  Submitted to J. Comp. & GeoSci. 

Goddard GCE MP 348x / 361x   Accepted for publication in JSTARS 

Thompson MP  76x / 153x    

SBU 5-class MP 213x  / 896x  JSTARS, 5, 625-633, 2012 

WDM 5-class MP 147x / 206x  

WDM 6-class MP 150x / 206x  J. Atmo. Ocean. Tech., 30, 2896, 2013 

SSEC Published Speedups of WRF Physics 

WRF Module          GPU Speedup (w/wo I/O)    Technical Paper Publication  

CPU: Xeon Core-i7 
3930K,1 core use; 

 

 
 

Benchmark: CONUS 12 km for 
24 Oct 24; 433 x 308, 35 levels 

 

Modules for initial NVIDIA -SSEC integration project  *  

*  

*  

*  

RRTMG LW 123x  / 127x  JSTARS, 7, 3660-3667, 2014 

RRTMG SW 202x / 207x  Submitted to J. Atmos. Ocean. Tech. 

Goddard SW   92x / 134x  JSTARS, 5, 555-562, 2012 

Dudhia SW   19x  / 409x  

MYNN SL     6x / 113x  

TEMF SL     5x  / 214x  

Thermal Diffusion LS   10x  / 311x    Submitted to JSATRS 

YSU PBL    34x / 193x   Submitted to GMD 

*  
*  

*  

*  

Hardware and Benchmark Case    

Hybrid WRF 3.6.1 

(CPU + GPU) Now 

Benchmark -Ready 
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WRF User Benchmark on CPU + Tesla K80 

http://psgcluster.nvidia.com/trac 

Results from NVIDIA 
PSG Cluster (USA) 

   

 
 
 
 

 

 

Å WRF-ARW 3.6.1 

Å Customer namelist  

Å Resolution 6 km, 41 levels  

Å Time steps 600  

Å CPU: 2 x Intel Xeon IVB  

- 20 Cores @ 2.8 GHz 

Å GPU: NVIDIA Tesla K80 

Å Use of ½ of K80 (1 GPU) 

Å CUDA 7.0.27 

 

Schematic of WRF 3.6.1 Benchmark Set -up  

http://psgcluster.nvidia.com/trac


13  

WRF User Benchmark on CPU + Tesla K80 

WRF 3.6.1 Full Model   Calls   CPU-Only   CPU+GPU      Speedup 

            Tme(s)     Time(s)  

 
FULL Model                          1          1136      1078               1.05x 

 
WRF Component       Calls   CPU-Only   CPU+GPU  Time(s) W/O   Speedup 

      Time(s)      Time(s)           Data xfer  

 
wsm6                   600               64       114         ~0    64.0x 

rrtmg_swrad            36          267         79          79     3.4x 

rrtmg_lwrad             36               186         53          45     4.1x 

 

NOTES: 

1. All runs made on NVIDIA PSG cluster with customer-provided WRF namelist case 

2. CPU-only results based on standard NCAR WRF 3.6.1 distribution ncar.ucar.edu  

3. CPU+GPU hybrid results based on standard NCAR WRF 3.6.1 distribution, plus CUDA 

WRF 3.6.1 modules developed by UW-M/SSEC www.ssec.wisc.edu  

4. CPU-Only results run on 2 x IVB CPU, total of 20 cores using 20 MPI ranks 

5. CPU+GPU results run on 2 x IVB CPU, total of 20 cores using 19 OMP threads on 19 

cores and 1 MPI rank on 1 core, and using only 1 of 2 Tesla K80 GPU  

6. CPU+GPU results were run with physics modules WSM6 and RRTMG on the GPU, all 

other WRF code was run on the CPUs, as shown in the figure 

7. GPU speedups are isolated for each physics module, and without including data 

transfers which will be hidden when all of WRF is running on the GPU 

8. System software included: CUDA 7.0, PGI 15.7, running on CentOS 6 

http://www.ncar.ucar.edu/
http://www.ssec.wisc.edu/
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 WRF physics modules on GPU demonstrate substantial acceleration 

GPU speedups observed without including data transfer time between CPU -   GPU 

WSM6: 64x speedup for ½ x K80 vs. 2 x IVB (2 sockets, 20 cores) 

RRTMG: ~3x - 4x for ½ x K80 vs. 2 x IVB (2 sockets, 20 cores) 
\  

 

 

WRF full model speedup (end-to-end) limited with CPU + GPU hybrid 
Modest speedup of 5% owing to excessive data transfer between CPU -   GPU 

With full WRF model implementation, data transfer times will be minimized 

 

 

New P100 GPU features will improve CPU + GPU hybrid approach 
NVLink will improve data transfer speeds by ~5x over current PCIe 

Unified memory feature will significantly reduce amount of data transfer 

 
 

WRF User Benchmark on CPU + Tesla K80 



15  

WRF OPENACC 

PROGRESS 
+ 
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Benchmark capability of  hybrid CPU + OpenACC WRF 3.6.1 since 1Q 2016 

 

NVIDIA ported 35+ routines to OpenACC for both dynamics and physics 
List provided on next page 

 
Project integrates OpenACC-based modules with full model WRF 3.6.1 

Open source project with intent for NCAR hosting on WRF trunk distribution site 

tǊƻŎŜŘǳǊŜǎ ƳƛƴƛƳƛȊŜ ŎƻŘŜ ǊŜŦŀŎǘƻǊƛƴƎ ŦƻǊ ǎŎƛŜƴǘƛǎǘǎΩ ǊŜŀŘŀōƛƭƛǘȅ ŀƴŘ ŀŎŎŜǇǘŀƴŎŜ 
 
 

\  

 
Several performance sensitive routines of dynamics and physics are complete 

This includes advection routines for dynamics; expensive microphysics schemes 

Hybrid WRF performance results demonstrate single and multi-CPU speedups 
Incremental improvements coming as OpenACC code is available for GPU execution 

 

Project Success  

Project Status ( II): NVIDIA-NCAR OpenACC WRF 
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WRF Modules and Routines Available in OpenACC  
 

Project to implement OpenACC routines into full model WRF 3.6.1 
Several dynamics routines including all of advection 

Several physics schemes (10): 
Microphysics (4) ς Kessler, Morrison, Thompson, WSM6 
Radiation (2) ς RRTM (lw), Dudhia (sw) 
Planetary boundary layer (2) ς YSU, GWDO 
Cumulus (1) ς Kain-Fritsch 
Surface layer (1) ς Noah 

 

dyn_em/module_advect_em.OpenACC.F  

dyn_em/module_bc_em.OpenACC.F  

dyn_em/module_big_step_utilities_em.OpenACC.F  

dyn_em/module_diffusion_em.OpenACC.F  

dyn_em/module_em.OpenACC.F  

dyn_em/module_first_rk_step_part1.OpenACC.F  

dyn_em/module_first_rk_step_part2.OpenACC.F  

dyn_em/module_small_step_em.OpenACC.F  

dyn_em/module_stoch.OpenACC.F  

dyn_em/solve_em.OpenACC.F  

dyn_em/start_em.OpenACC.F  

 

 

 

frame/module_dm.OpenACC.F  

frame/module_domain_extra.OpenACC.F  

frame/module_domain.OpenACC.F  

frame/module_domain_type.OpenACC.F  

frame/module_integrate.OpenACC.F  

 

share/mediation_integrate.OpenACC.F  

share/module_bc.OpenACC.F  

share/wrf_bdyin.OpenACC.F  

 

phys/module_bl_gwdo.OpenACC.F  

phys/module_bl_ysu.OpenACC.F  

phys/module_cu_kfeta.OpenACC.F  

phys/module_cumulus_driver.OpenACC.F  

phys/module_microphysics_driver.OpenACC.F  

phys/module_microphysics_zero_out.OpenACC.F  

phys/module_mp_kessler.OpenACC.F  

phys/module_mp_morr_two_moment.OpenACC.F  

phys/module_mp_thompson.OpenACC.F  

phys/module_mp_wsm6.OpenACC.F  

phys/module_pbl_driver.OpenACC.F  

phys/module_physics_addtendc.OpenACC.F  

phys/module_physics_init.OpenACC.F  

phys/module_ra_rrtm.OpenACC.F  

phys/module_ra_sw.OpenACC.F  

phys/module_sf_noahlsm.OpenACC.F  

phys/module_sf_sfclayrev.OpenACC.F  

phys/module_surface_driver.OpenACC.F  

 

 

 
Routines completed: 

Dynamics (11) 

 
Physics (18) 

 
Other (8) 
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OpenACC Performance for WRF 3.6.1 (Mar 2016)  

CPU-Only Profile of User Case with Thompson + RRTM + Dudhia 

http://psgcluster.nvidia.com/trac 

Results from NVIDIA 
PSG Cluster (USA) 

 

 

 

 
 

Å WRF revision 3.6.1  

Å 3km, 50 vertical layers  

Å 1080 ts, 3 simulated hrs 

Å GPU accelerated WRF code:  

o MP = Thompson 

o Rad = RRTM+Dudhia 

o Most dynamics 

Å CPU: x86 Xeon Haswell  

o 10 Cores @ 2.8 GHz 

Å GPU: NVIDIA Tesla K80 

Å 10 nodes (80 GPUs total)  

Å CUDA 7.0.27 

 

Physics = 27% 

Setup = 11% 

Dynamics = 62% 

Thompson 
15% 

Advection  
15% 

http://psgcluster.nvidia.com/trac
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OpenACC Performance for WRF 3.6.1 (Mar 2016)  

OpenACC Scalability Results on 10 Nodes with K80 GPUs  

CPU-Only 

http://psgcluster.nvidia.com/trac 

Results from NVIDIA 
PSG Cluster (USA) 

 

 

 

 
 

Å WRF revision 3.6.1  

Å 3km, 50 vertical layers  

Å 1080 ts, 3 simulated hrs 

Å GPU accelerated WRF code:  

o MP = Thompson 

o Rad = RRTM+Dudhia 

o Most dynamics 

Å CPU: x86 Xeon Haswell  

o 10 Cores @ 2.8 GHz 

Å GPU: NVIDIA Tesla K80 

Å 10 nodes (80 GPUs total)  

Å CUDA 7.0.27 

 

http://psgcluster.nvidia.com/trac
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OpenACC Performance for WRF 3.6.1 (Mar 2016)  

OpenACC Scalability Results on 10 Nodes with K80 GPUs  

CPU-Only 

CPU + GPU 

~2x 

~4x 

http://psgcluster.nvidia.com/trac 

Results from NVIDIA 
PSG Cluster (USA) 

 

 

 

 
 

Å WRF revision 3.6.1  

Å 3km, 50 vertical layers  

Å 1080 ts, 3 simulated hrs 

Å GPU accelerated WRF code:  

o MP = Thompson 

o Rad = RRTM+Dudhia 

o Most dynamics 

Å CPU: x86 Xeon Haswell  

o 10 Cores @ 2.8 GHz 

Å GPU: NVIDIA Tesla K80 

Å 10 nodes (80 GPUs total)  

Å CUDA 7.0.27 

 

http://psgcluster.nvidia.com/trac
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OpenACC Performance for WRF 3.6.1 (Mar 2016)  

http://psgcluster.nvidia.com/trac 

Results from NVIDIA 
PSG Cluster (USA) 

 

 

 

 
 

Å WRF revision 3.6.1  

Å 3km, 50 vertical layers  

Å 1080 ts, 3 simulated hrs 

Å GPU accelerated WRF code:  

o MP = Thompson 

o Rad = RRTM+Dudhia 

o Most dynamics 

Å CPU: x86 Xeon Haswell  

o 10 Cores @ 2.8 GHz 

Å GPU: NVIDIA Tesla K80 

Å 10 nodes (80 GPUs total)  

Å CUDA 7.0.27 

 

OpenACC Scalability Results on 10 Nodes with K80 GPUs  

CPU-Only 

2 k80/node = ~1x  
4 k80/node = 1.33x  

http://psgcluster.nvidia.com/trac
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WRF GPU 

DIRECTIONS 

 
 CUDA: TQI Seeking Venture Funding 
tƭŀƴǎ ǘƻ ŎƻƳǇƭŜǘŜ /¦5! ά²wC-ōŀǎŜŘέ ǇǊƻŘǳŎǘ 

NVIDIA providing standard engineering guidance 
\  

 

 

OpenACC: NVIDIA Performance Focus 
Migrating 3.6.1 routines to 3.8 

Initial projections of P100 GPU very good 

Working towards unified memory capability 

PGI compiler continues to improve/mature 
 

Full model WRF on GPUs 
Several months away, hybrid in near term 

P100 GPU will improve hybrid approach 

UM + NVLink improve data transfer times 

P100 memory bandwidth 3x vs. Kepler-series 
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COSMO Dycore Speedups on P100 GPU 
http://www.cosmo-model.org/  

Results from NVIDIA 
Internal Cluster (USA) 

     

Å COSMO 5.3 MCH branch 

Å 128x128, 80xVertical  

Å Time steps 10  

Å CPU: x86 Xeon Haswell  

o 10 Cores @ 2.8 GHz 

Å GPU: Tesla P100 

Å Use of 8-GPU single node 

Å CUDA 8 

 

MeteoSwiss GPU Branch of COSMO Model ð Dycore Only 

Socket-to -socket:  
 

  P100 vs. 1xHSW = 3.5x  

 

Socket-to -socket:  
 

  1xP100 vs. 1xHSW = 3.5x  

 

http://www.cosmo-model.org/
http://www.cosmo-model.org/
http://www.cosmo-model.org/
http://www.cosmo-model.org/
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MeteoSwiss and Operational COSMO NWP on GPUs 

http://www.hpcwire.com/2016/04/01/swiss-supercomputer-weather-forecasting-now-fully-operational/  Source:  

Operational  since  

Mar 2016 

 

MeteoSuisse 

http://www.hpcwire.com/2016/04/01/swiss-supercomputer-weather-forecasting-now-fully-operational/
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