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CPUs: Latency Oriented Design  

ÅLarge caches 
ïConvert long latency memory 

accesses to short latency cache 
accesses 

ÅSophisticated control 
ïBranch prediction for reduced 

branch latency 

ïData forwarding for reduced 
data latency 

ÅPowerful ALU 
ïReduced operation latency 
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GPUs: Throughput Oriented 

Design 

ÅSmall caches 
ïTo boost memory throughput 

ÅSimple control 
ïNo branch prediction 

ïNo data forwarding 

ÅEnergy efficient ALUs 
ïMany, long latency but heavily 

pipelined for high throughput 

ÅRequire massive number of threads 
to tolerate latencies 
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Winning Applications Use Both CPU 

and GPU  

ÅCPUs for sequential parts 

where latency matters 

ïCPUs can be 10+X faster 

than GPUs for sequential 

code 

 

ÅGPUs for parallel parts 

where throughput wins 

ïGPUs can be 10+X faster 

than CPUs for parallel code 
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GPU Computing Gems  
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GPU computing is catching on. 
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A Common GPU Usage Pattern 

ÅUse GPUs for the most time-consuming aspects 

of a computational problem 

ïKernels in CUDA, OpenCL, OpenACC, tec. 

ïRefactor host code to better support kernels and 

data transfer 

ïLinear solvers, PDE solvers, Convolution filtering 

(e.g. bilateral Gaussian filters), De Novo gene 

assembly, etc. 

 

ÅRethink the domain problem 

NVIDIA HPC Day Moscow State 

University 2012 



CURRENT VICTORIES 
HPC Systems 
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Blue Waters Supercomputer 
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Å>300 Cray System & Storage cabinets: 

Å>25,000 Compute nodes: 

Å>1 TB/s Usable Storage Bandwidth: 

Å>1.5 Petabytes System Memory: 

Å4 GB Memory per core module: 

Å3D Torus Gemin Interconnect Topology: 

Å>25 Petabytes Usable Storage: 

Å>11.5 Petaflops Peak performance: 

Å>49,000 Number of AMD Interlogos processors: 

Å>380,000 Number of AMD x86 core modules: 

Å>3,000 Number of NVIDIA Kepler GPUs: 



Cray XE6 Nodes 

ÅDual-socket Node 

ïTwo AMD Interlagos 

chips 

Å16 core modules, 64 threads 

Å313 GFs peak performance 

Å64 GBs memory 

ï102 GB/sec memory 

bandwidth 

ïGemini Interconnect 

ÅRouter chip & network 

interface 

ÅInjection Bandwidth (peak) 

ï9.6 GB/sec per direction 

Blue Waters contains 

22,640 Cray XE6 compute 

nodes. 



Cray XK7 Nodes 

ÅDual-socket Node 

ïOne AMD Interlagos chip 

Å32 GBs memory 

ï51.2 GB/s bandwidth 

ïOne NVIDIA Kepler chip 

Å1.4 TFs peak performance 

Å6 GBs GDDR5 memory 

ï190 GB/sec bandwidth 

ïGemini Interconnect 

ÅSame as XE6 nodes 
Blue Waters contains 3,072 

Cray XK7 compute nodes. 



Gemini Interconnect Network 

Blue Waters 
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Science Area Number 

of 

Teams 

Codes Structured 

Grids 

Unstructured 

Grids 

Dense 

Matrix 

Sparse 

Matrix 

N-

Body 

Monte 

Carlo 

FF

T 

Significan

t I/O 

Climate and 

Weather 

3 CESM, GCRM, CM1, 

HOMME 
X X X X 

Plasmas/Magnet

osphere 

2 H3D(M), OSIRIS, 

Magtail/UPIC 
X X X X 

Stellar 

Atmospheres 

and Supernovae 

2 PPM, MAESTRO, 

CASTRO, SEDONA 
X X X X 

Cosmology 2 Enzo, pGADGET X X X 

Combustion/Tur

bulence 

1 PSDNS X X 

General 

Relativity 

2 Cactus, Harm3D, 

LazEV 
X X 

Molecular 

Dynamics 

4 AMBER, Gromacs, 

NAMD, LAMMPS 
X X X 

Quantum 

Chemistry 

2 SIAL, GAMESS, 

NWChem 
X X X X X 

Material Science 3 NEMOS, OMEN, GW, 

QMCPACK 
X X X X 

Earthquakes/Sei

smology 

2 AWP-ODC, 

HERCULES, PLSQR, 

SPECFEM3D 

X X X X 

Quantum 

Chromo 

Dynamics 

1 Chroma, MILD, 

USQCD 
X X X X X 

Social Networks 1 EPISIMDEMICS 

Evolution 1 Eve 

Computer 

Science 

1 X X X X X 



CURRENT VICTORIES 
HPC applications 
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NAMD Released GPU Features and 

Future Plans (100,000 users)  

NAMD 2.8 
Å CUDA features supported -

full electrostatics with 

PME and most simulation 

features (not alchemical 

methods), NBFIX 

parameters 

Å 100M-atom capability 

functional on CUDA 

 

 

NAMD 2.9 
Å Alchemical free energy perturbation  

Å Locally enhanced sampling 

Å Methods that modify nonbonded 

interactions for small sets of atoms  

Å New multi -level summary method (MSM) 

Longer Term 
Å Specialized methods such as Lowe-

Anderson thermostat, Go potentials, and 

tabulated nonbonded interactions  

Å Various performance improvements, 

including reduce CPU-side performance 

bottlenecks such as shifting various 

calculations to GPUs 
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Pushing Limits of Innovation with NAMD  

Test Platform: 1 Node, Dual Tesla M2070 GPU (6GB), Dual Intel 4-core Xeon (2.4 GHz), NAMD 2.8, CUDA 4.0, ECC On. 
Visit www.nvidia.com/simcluster for more information on speed up results, configuration and test models. 

F1-ATPase 
327,506 Atoms 

ns/Day 
1,08 

ns/Day 
0,22 

GPU+CPU CPU

STMV 
1,066,628 Atoms 

ns/Day 
0,28 

ns/Day 
0,05 

GPU+CPU CPU

ApoA-1 
92,224 Atoms 

ns/Day 
2,81 

ns/Day 
0,68 

GPU+CPU CPU
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GPU Scaling on NAMD 
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Å NAMD run on Tsubame 2.0 from 64 to 189 nodes. 

Å Using 1 or 2 Fermi GPUs per node 
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NAMD Benchmark on Tsubame 2.0, 9/7/2011 
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QCD Strong Scaling using GPUs 
Å General Problem : as core counts increase, the ratio of communication to local computation tends to grow.  For a 

sufficient number of cores, the problem becomes communications bound (vs. computation) 

Å Solution : solvers that minimize communication, such as ñdomain-decompositionò solvers.  An additive Schwarz 

domain-decomposed preconditioner with a Generalized Conjugate Residual solver (GCR-DD) successfully 

demonstrates strong scaling 

Å Results : Strong scaling to 256 GPUs on 323x256 lattice in Chroma (Wilson-clover fermions) 

Å Results : Strong scaling to 256 GPUs on 643x256 lattice in MILC (improved staggered fermions) 

Sustained strong-scaling performance in 

Chroma 3.41.0 using Schwarz generalized 

conjugate residual solver (GCR-DD).  

BiCGstab is the reference Krylov solver. 

Sustained strong-scaling performance in MILC 

7.6.3 using mixed-precision conjugate gradient 

solver (parallelized along multiple dimensions) 

* Guochun Shi (NCSA), B§lint Jo· (Jefferson Labs), Ron Babich (BU), Mike Clark (Harvard), Rich Brower (BU), Steve Gottlieb (Indiana), ñScaling Lattice QCD 

beyond 100 GPUs,ò SC11, ACM (Nov 2011) 
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USQCD Software GPU Roadmap 
Å ETA September 2011 : exploiting GPU Direct (QUDA 0.4.0 doesnôt currently support 

peer-to-peer transfers to minimize inter-GPU communication. 

Å ETA Q3/Q4 2011 : Multi-GPU DWF fermions. 

Å ETA fall 2011 : Adaptive multigrid (MG), expected to deliver O(10)-fold speedup over 

current solvers. 

Å ETA Q4 2011 / Q1 2012 : Refinement of domain-decomposition algorithms.  Currently 

simple block Jacobi.  Expect significant speedup from overlapping blocks, 

multiplicative Schwarz (e.g. block Gauss-Seidel). 

Å Active R&D 2012 : Exploitation of cache locality (e.g. more efficient use of shared 

memory to reduce memory traffic).  Better scaling for GPU cores vs. GPU memory 

bandwidth. 

Å ETA 2012 : Full Hybrid Monte Carlo (e.g. gauge generation) on GPUs.  Includes 

support for high-order symplectic symmetric integrators which improves the volume 

scaling from HMC, which will result in substantial computational cost reduction at 

large volumes. 

Å Beta 1H 2012 : Complete deployment of QCD applications (e.g. Chroma) on GPUs 

by implementing the domain specific language (QDP++) in CUDA.   Currently pre-

alpha, Jlab R&D (Jie Chen), Frank Winter (Edinburgh). 

Å R&D 2012, Deployment 2013 : Combine HMC and MG on GPUs. 
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Current Science Team GPU Plans 

and Results  

Å Nearly 1/3 of PRAC projects have active GPU efforts, 

including 

ïAMBER 

ïLAMMPS 

ïUSQCD/MILC 

ïGAMESS 

ïNAMD 

ïQMCPACK 

ïPLSQR/SPECFEM3D 

ÅOthers are investigating use of GPUs (e.g., Cactus, PPM, 

AWP-ODC) 

Å Some examples follow 

GTC Asia, Beijing, 2011 



Current Status - NAMD 

ÅFull run with 100stmv on Titan 

ïCUDA implementation 

ïFermi XK6 vs. XE6: 1.9x with 32 nodes 

ïKepler XK7 vs. XE6: projected 2.9x with 32 nodes 

ïFermi XK6 vs. XE6: 1.4 with 768 nodes 

ïKepler XK7 vs. XE6: projected 1.5x with 768 

nodes 

ïNAMD is limited by PME on Titan 

ÅTitan has less bandwidth and longer latency than 

BW due to GPU node placement scheme 

ÅNAMD team is working on an alternative PME 

implementation  
GTC Asia, Beijing, 2011 



Current Status - Chroma 

ÅLattice QCD parameters: grid size of 48^3 x 512 

running at the physical values of the quark 

masses on Titan 

ïFermi XK6 vs. XE6: 8.2x with 64 nodes 

ïKepler XK7 vs. XE6: projected 13.2x with 64 

nodes 

ïFermi XK6 vs. XE6: 6.1 with 768 nodes 

ïKepler XK7 vs. XE6: projected 9.2x with 768 

nodes 

ÅChroma is not limited by interconnect 

GTC Asia, Beijing, 2011 



CURRENT VICTORIES 
Scalable and Numerically Stable Libraries 
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Solid Scalable GPU Libraries 

ÅDense SGEMM/DGEMM, LU, Triangular solvers 

(CUBLAS, CULA, MAGMA) 

ÅSparse Matrix Vector Multiplication, Tridiagonal 

solvers (CUSPARSE, QUDA, PARBOIL) 

ÅFFTs, Convolutions (CUFFT, Parboil) 

ÅN-Body (NAMD/VMD, FMM BU, PARBOIL) 

ÅHistograms (PARBOIL) 

ÅSome PDE solvers (CURRENT, PARBOIL) 

NVIDIA HPC Day Moscow State 
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Scalability vs. Numerical Stability 

A Major Algorithm Design Challenge 

Parallelism 

ÅParallelism to fill growing HW parallelism 

Complexity and data scalability 

ÅOperations should grown linearly with data size 

Locality 

ÅDRAM bursts and cache space utilization 

Regularity 

ÅSIMD utilization and load balance 

Numerical Stability 

ÅPivoting for linear system solvers 
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Example: Tridiagonal Solver 

ÅImplicit finite difference methods, cubic spline 

interpolation, preconditioners 

ÅAn algorithm to find a solution of Ax = d, where A 

is an n-by-n tridiagonal matrix and d is an n-

element vector 

NVIDIA HPC Day Moscow State 
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GPU Tridiagonal System Solver 

Case Study 

Å Hybrid Methods 

ï PCR-Thomas (Kim 2011, 

Davidson 2011) 

ï CR-PCR (CUSPARSE 2012) 

ï Etc 

 

ÅNumerically unstable 
 

Å Thomas (sequential) 

 

 

 

Å Cyclic Reduction (1 step) 

 

 

 

Å PCR (1 step) 
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Numerical Stability 

ÅAlgorithms that can always find an appropriate 

operation order and thus finding a solution to the 

problem as long as it exists for any given input 

values are numerically stable.  

ÅAlgorithms that fall short are numerically 

unstable. 
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Problems numerical stability 

ÅAlgorithms that donôt check for divide by zero 

 

 

 

 

ÅLimited ability to represent precision and scale 
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0 10 

10 0 
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1 1020 

0 1030 

inf 

É Wen-mei Hwu, 2012 



Pivoting 

ÅJudiciously swap rows to avoid bad cases 
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Partition Algorithm 

ÅPCR 

ÅSPIKE (Polizzi et al) 

SX = Y (5) DY = F (6) AiYi = Fi (7) 32 



Put the stable sequential algorithm 

inside each GPU thread 
ÅEach thread will process one tile by itself with a 

sequential, numerically stable pivoting algorithm 

 

ÅNote that each thread accessing the first 

element of its own tile will result in large, strided 

accesses 
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Memory Layout Issue 
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GPU Memory Bandwidth vs. 

Stride 
 

ÅSAXPY with stride: 

ïy[i * stride ] = a * x[ i * stride ] + y[i * stride ]; 

"Efficient Sparse Matrix-Vector Multiplication on CUDA" 

Nathan Bell and Michael Garland, in, "NVIDIA Technical Report NVR-2008-004",, 

December 2008 
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Tiles Processed by Each Thread 

ÅEach tile: 

 

 

 

 

ÅLayout of all tiles: (similar to ELL before 

transposition) 
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Another Data Layout Alternative 

divide into tiles 

37 
É Wen-mei Hwu, 2012 



ASTA Data Layout 

38 
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Converting AoS to SoA in place 

is hard 
 

ÅConverting AoS to SoA is equivalent to 

transposing a tall and thin array 

same as same as 

transpos

e 

AoS SoA 
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In-place Transpostion: simple case 

// data[W][H] -- >data[H][W]  

parallel for (j<W)  

  parallel for (i<H)  

    float temp =  data[j][i];  //offset = j*H + i  

40 
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In-place Transpostion: First Attempt 

// data[W][H] -- >data[H][W]  

parallel for (j<W)  

  parallel for (i<H)  

    float temp =  data[j][i];  //offset = j*H + i  

   barrier();  

41 
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In-place Transpostion: First Attempt 

// data[W][H] -- >data[H][W]  

parallel for (j<W)  

  parallel for (i<H)  

    float temp =  data[j][i];  //offset = j*H + i  

   barrier();  

   data[i][j] = temp;  //offset = i*W + j  

42 
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AoS to ASTA Transformation 

AoS to ASTA 

Marshaling 

Kernel  

Global Memory 

Throughput 

(GB/s) 

Fine Print 

Out-of-Place 80 2x Space 

In-Place Barrier 

Sync   
95 

Tile Size 

(tunable) <  

On-chip Memory 

43 
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Cost and Benefit of ASTA Layout 

Marshaling 
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Error and Stability 
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Speed  
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